


BUT DESPITE ITS PROMISE
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WILL TAKE WORK

Most voice user interfaces (VUIs) require the user to navigate a maze of
20 Questions formulated into very carefully crafted prompts. Once a caller
& & answers a prompt incorrectly, the system fails to recognize the request. This not
only sends the system into error mode but can destroy any chance of the caller
completing his task with ease. And that has been the primary reason why callers
complain that speech technologies don’t work.

Some call centers have tried to reduce the limitations inherent in these types of
systems by adding a layer of natural language processing (NLP) that allows an
application to understand a broader range of words and phrases. These types of
applications can reduce—if not eliminate—many of the out-of-grammar and no-
match inputs, but unfortunately, doing so is not as simple as just throwing in a
How may I help you? opening prompt and letting the caller answer in whatever
manner suits her.

Furthermore, adding such capabilities might not be what the caller needs or the
call center requires. If, for example, the application is very simple and has to rec-
ognize only a handful of responses, the IVR could best be served with a directed
dialogue or touch-tone application, according to Daniel Hong, senior speech indus-
try analyst at Datamonitor.

Paradoxically though, those setups have been where natural language has had
its greatest successes. The best NLP systems so far have been written for very
specific domains where there are a limited number of responses that people
might give. Conversely, NLP systems have often failed “because the domain was
too large and the number of reasons for people to be calling was too great,” says
Juan Gilbert, an associate professor of computer science and software engineer-
ing at Alabama’s Auburn University.

Given this mixed track record, the decision of whether to implement an NLP
system—and if so, when—should not be made in haste. “Sure, you can get a lot
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more capabilities by adding natural lan-
guage to an application, but there is a
cost, and you have to weigh that versus
the cost of not doing it,” adds Charles
Galles, a speech scientist and solutions
architect at Intervoice.

Industry consultants and vendors,
therefore, suggest that as a first step
before rolling in a natural language appli-
cation, speech user companies should
look at their needs and expectations.
“You need to look at your own business
rules, document what kind of business it
is, what you want to share with your cus-
tomers, and what information you want
to capture from them,” says Peter
Trompetter, vice president of global
development at GyrusLogic, a Phoenix-
based firm with several patents in NLP
development.

Roberto Pieraccini, chief technology
officer at SpeechCycle, says the biggest
need for natural language from a busi-
ness perspective might be “when you
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cannot express your menu choices any
other way” or when customers can get
confused about their answers to a basic
prompt. As an example, he cites a big-box
retailer’s call center where a customer
calls looking for a car stereo. “He does
not know which department he needs. Is
it in automotive, electronics, or appli-
ances?” he says. “With natural language,
it doesn’t matter.”

The caveat here is that businesses also
need to determine “is the customer ready
for [natural language), and does he really
need it?” Galles says. “If he’s doing
things effectively without it, it may not
be worth the effort.”

Not So Easy

In most cases, that effort can be con-
siderable, causing even the most
intrepid VUI designers and consultants
to wince. That's because development
of such applications is remarkably com-
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plex. To allow for a natural language
response to a single question, a devel-
oper first has to capture thousands of
possible utterances that callers might
provide so that they can be programmed
into the system. Conservative estimates
place the number of possible utterances
at 20,000, though some have gone as
high as 40,000 to 50,000 or more.

“As a designer or programmer, it’s easy
to get overwhelmed,” says Robin
Springer, president of Computer Talk, a
consulting firm specializing in the design
and implementation of speech recogni-
tion and hands-free technology. “You're
playing the role of a mind reader because
you're trying to determine what so many
people, with all their different ways of
saying things, will mean when they talk
to a system.”

It's almost an impossible task, accord-
ing to Luis Valles, principal, cofounder,
and chief scientist at GyrusLogic, “It's
like a chess game because it’s so difficult

can involve many people and carry
considerable costs. “It's not that one
person can pull together all the utter-
ance data. It's a collaborative effort,”
Galles explains.

“It gets big and complex. It takes a lot
of effort to get complete coverage of all
that people might say, and it’s very
expensive, so don't enter it lightly,”
advises Jim Larson, an independent con-
sultant and VoiceXML trainer.

Once the data is collected, other steps
in the process include transcribing each
utterance, determining what each caller
could mean with each utterance, and
then annotating or tagging each response.
Automatic classification systems then
use statistical algorithms to map the
utterances into several predefined cate-
gories based on statistical models derived
from a corpus of typical responses. Those
categories and subcategories—which
can number anywhere from 80 to 100—
then form the basis for deciding where
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to anticipate all the possible things that
someone might say and do.”

Gilbert says the problem is rooted in
language itself. “If you look at the scope
of the English language, for example,
there are a lot of words and a lot of dif-
ferent ways to say the same thing,” he
says. To be effective, a speech processor
must be able to recognize them all and
take the appropriate action based on
the parameters given,

Gathering data about what people
might say in response to a particular
prompt typically involves playing simu-
lated prompts for potential customers
and recording their answers. Some vet-
eran call centers that have amassed a
large library of call recordings can avoid
this step but might still need to transcribe
all the recordings to come up with action-
able call history information.

In either case, compiling all the data
needed is a time-consuming task that

calls get routed within the application.

Several methods exist for categorizing
and tagging the utterances. They are:

e Statistical modeling, which takes
apart each utterance to identify rele-
vant words or phrases and estimate the
probabilities of various linguistic units
within those phrases. Though there are
a number of different modeling types,
the most common are statistical lan-
guage modeling (SLM) and statistical
semantic modeling (SSM). In both, a
large training corpus of recorded speech
is required, though some systems can
model utterances that have not been
observed in the training corpus.

¢ Grammars, which need to be writ-
ten to look for very specific information
presented in a very specific way. A
grammar is the predefined set of words
and phrases that establishes what the
application is listening for when inter-
acting with the caller, and uses different
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